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Abstract

This paper presents the results of a characterization analysis performed on the Java Virtual Machine (JVM)
using the SPECÔ

�

 JVM98 benchmarks. We have developed an instrument that runs inside the JVM that provides
profiles of a variety of different workload characteristics.  The data from these profiles are examined to better
understand where performance bottlenecks exist in the JVM and what optimizations are possible. The frequency
data presented is a first step in determining what instructions require special attention. The stack level
information describes the number of registers needed to store stack elements. This knowledge can then be
applied to the development of speciali zed hardware architectures or enhanced interpreters.

1. Introdu ction
 
 The Java Virtual Machine language has become a success with the popularity and increased number of

users on the Internet. Java allows programs to be used across a wide range of machine platforms, providing

a common language interface.  The Java bytecode (class file) format has provided the Internet community

with a platform-independent intermediate language that is dependable and safe. Unfortunately, the execution

time of an interpreter-based JVM is slow.  This problem is further aggravated as programs grow beyond

browser applets to larger, more interactive, applications. There are several approaches to addressing JVM

performance problems.

 

 The first solution is to perform Just-In-Time Compilation (JIT).  Here the bytecode format is compiled to

native code of the target processor using techniques developed for traditional languages such as C.  Much

work has been done in this area in both academic and commercial environments [HH97, KG98].  The
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downfall of performing JIT compilation is that the application is no longer platform independent and must

be recompiled or rewritten every time the application is ported.  Also, small-embedded applications may not

benefit from this method and the memory requirements may make this solution impractical.  One issue that

arises is execution delays due to the JIT compili ng code for the first time. This can become problematic if

there is li ttle executable code reuse. Still a JIT provides an attractive solution.

 

 Another viable technique is to perform interpretation directly in hardware by specialized architecture. Sun

has taken this direction with the picoJavaÔ-II processor core.  To tune the performance characteristics of

these cores, detailed characterization of Java-based applications is needed.

 

 A third approach to improving JVM performance is improve the JVM interpreter performance.  To do this

we again need to have a detailed understanding of the characteristics of Java-based applications.

 

 In this paper we present the characteristics of the SPEC JVM98 benchmark suite.  Our goal is to provide a

characterization that both ill ustrates the capabili ties of our tracing environment as well as reports on this

important set of Java programs.  This paper is organized as follows: Section 2 provides some background

on the Java Bytecode ISA.  Section 3 describes the individual programs that make up SPEC JVM98.

Section 4 provides a description of our tracing tool and presents workload characteristics of the benchmark

suite.  Section 5 summarizes the paper and suggests new areas for further work.

2. A Summary of the Java Bytecode ISA

The Java Virtual Machine (JVM) is the engine that runs a Java application. It does this by executing

opcodes contained in a Java class file. A class file is created when a Java source file is compiled using the

Java compiler (i.e., javac). The JVM not only runs the opcodes, but also verifies the structure of the code,

which is useful for applications which are typically downloaded over the Internet. The JVM uses an 8-bit
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instruction opcode, providing a total of 256 instructions. We will use the terms opcode and instruction

interchangeably in this paper, since the 256 possible opcodes make up the JVM's instruction set. The JVM's

instruction set in concept is similar to that of a generic CPU (e.g. x86).  The JVM is stack-based machine,

which means that items are loaded to an operand stack before an action takes place. The JVM uses local

variables to hold temporary values. These are in a sense much like actual machine registers. An example of

a typical code sequence might be:

iconst_1 ; push the integer value 1 onto the stack
iload_1  ; push the contents of local variable 1
iadd     ; add the top two elements (integers) on the stack and leave the 

; result on the top of the stack



istore_2 ; pop the stack and place it into local variable 2

The following describes in detail the instruction categories we will use to characterize the execution of the

programs.  The JVM instructions have been grouped into the following categories:

·  Loads
 Loads are any instructions that load (push) items onto the stack (e.g., iload_1).
 

·  Stores
 Stores are any instructions that store (pop) items from the stack (e.g., istore_1).
 

·  Constants
 Constants are any instructions that place a number on the stack (e.g., iconst_1).
 

·  Arithmetic
 Arithmetics are any instructions that perform mathematical (e.g., iadd) or boolean (e.g., iand) operation.
 

·  Conditional
 Conditionals are any instructions that perform a logical statement (e.g., ifeq).
 

·  Getfield and Putfield
 All getfield and putfield instructions include “quick” instructions.
 

·  Stack Manipulation
 Stack manipulation instructions are any that alter the stack’s contents (e.g. swap, drop, dup).
 

·  Invokevirtual
 All invokevirtual instructions include “quick” instructions.
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·  Returns
 All return instructions.
 

·  Other
All of the instructions which are diff icult to categorize and have a low frequency result. This category includes: type

conversion, array operations, invoke-special, static, super, nonvirtual or interface and monitor instructions.

3. The SPEC JVM98 Benchmark Suite

Next we briefly discuss the programs contained in the JVM98 benchmark suite.

202_check

This benchmark is not used in the performance metrics of the reporting system. It is however used to verify

the validity of the JVM. It consists of a set of simple tests to:

·  test logical, arithmetic, branch, shift and many other similar operations

·  perform bounds checking on array indexing

·  create super classes and checks for field access violation

This is a lightweight test that executes very quickly in relation to the other benchmarks.

227_mtrt

This benchmark is a modification of 205_raytrace, a raytracer that creates a pictorial scene portraying a

dinosaur.  It uses a multi-threaded driver, where the threads render the scene from an input file.

202_jess

This benchmark is the Java Expert Shell System that is a clone of the NASA CLIPS expert system shell

rewritten entirely in Java.  Jess supports the development of rule-based expert systems that can be tightly

coupled to code written in Java.  The intent of Jess is to give Java applets (objects) the abili ty to “ reason”. It

does this by continuously applying a set of rules (logical if statements), referred to as a fact list. The

workload used in the benchmark solves a set of puzzles.

An example of the puzzle used in the benchmark is:
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There are five houses, each of a different color, inhabited by men of

different nationali ties, with different pets, drinks, and cigarettes.

The Englishman lives in the red house.  The Spaniard owns the dog.

The ivory house is immediately to the left of the green house, where

the coffee drinker lives.  The milk drinker lives in the middle house.

The man who smokes Old Golds also keeps snails.  The Ukrainian drinks

tea.  The Norwegian resides in the first house on the left.  The

Chesterfields smoker lives next door to the fox owner.  The Lucky

Strike smoker drinks orange juice.  The Japanese smokes Parliaments.

The horse owner lives next to the Kools smoker, whose house is yellow.

The Norwegian lives next to the blue house.

Now, who drinks water?  And who owns the zebra?

HOUSE | Nationali ty Color Pet Drink Smokes

--------------------------------------------------------------------

  1   |norwegian yellow fox water kools

  2   |ukrainian blue horse tea chesterfields

  3   |englishman red snails milk old-golds

  4   |spaniard ivory dog orange-juice lucky-strikes

  5   |japanese green zebra coffee parliaments

201_compress

This benchmark program uses a modified Lempel-Ziv method (LZW). It basically finds common substrings

and replaces them with a variable size code. This process is deterministic, and can be done on the fly. Thus,
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the decompression procedure needs no input table, but tracks the way the table was constructed.  The

algorithm for this method is from [TW84].

This is a Java port of the 129.compress benchmark from the SPEC CPU95 benchmark suite, but improves

upon that benchmark in that it compresses real data from files instead of synthetically generated data as in

129.compress.

209_db

This benchmark performs multiple database functions on a memory resident database.  It reads in a 1MB

file that contains records with names, addresses and phone numbers of entities, and a 19KB file called scr6

that contains a stream of operations to perform on the records in the file. The program loops and reads

commands until i t hits the ̀ q' command. The commands performed on the file include, among others:

·  add an address

·  delete an address

·  find an address

·  sort addresses

222_mpegaudio

This benchmark is an application that decompresses audio files defined by the ISO MPEG Layer-3 audio

specification (developed by Fraunhofer IIS).  MP3 is an encoding technique that allows data compression of

digital audio signals up to a factor of 12, without losing sound quali ty as perceived by the human ear.  The

workload consists of about 4MB of audio data.

228_jack
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This benchmark is a Java parser that is based on the Purdue Compiler Construction Tool Set (PCCTS).

This is an early version of what is now called JavaCC. The workload consists of a file named jack.jack,

which contains instructions used for the generation of jack itself.  This is fed to jack so that the parser

generates itself multiple times.

213_javac

This is the Java compiler from the JDK 1.0.2.

4. JVM98 Characterization

4.1  Tracing Environment

The tools used to obtain our measurements were developed using Sun's Java Development Kit (JDK)

version 1.1.7 source code release under a non-commercial li cense agreement. The source release includes all

the files necessary to build a complete JDK environment. The source code in this release is written mostly in

C, but has some files in assembler. For the Windows 95 platform version, the interpreter execution engine

resides in a dynamic link library (DLL). The DLL is called from the appletviewer executable when running

the SPEC benchmark applet. The JDK was buil t using the interpretive version of the JVM, which does not

use the Symantec JIT compiler (also a DLL) included in the JDK.

Three tools were created for our study. The first version was developed to measure instruction frequencies.

We use an array of counters, one for each instruction type. Initialization of the array occurs when the DLL

is loaded. When the applet is destroyed (closed), the results are then written to an output file. The results

were then normalized, grouped, and the frequency percentages are calculated and sorted.
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A second tool records the number of stack items present at each instruction execution. This is determined by

modifying a method inside the execution engine which adds items to the top of stack.  Using an array of

counters, the stack size is checked and recording the number of stack items. These results are used to

calculate the percentage of stack levels used per instruction execution. Results were obtained for both the

individual benchmarks and for the set of benchmarks as a whole.

A third version was developed to record whether a conditional branch instruction resulted in a jump or not.

Two arrays of counters were used, one for a branch taken and one for a branch not taken. Upon execution

of the instruction, the condition was checked, and the appropriate counter incremented. The results were

then used to calculate the percentage of time the branch was taken.

4.2   Frequency Results of All Benchmark Tests

As with any stack machine, it is expected that a large percentage of time would consist of loads and stores.

However, the actual results of the entire set of benchmark tests show that this is not exactly the case. Figure

1 below shows the frequency percentage of each group of instructions.

Figure 1. Instruction Group Frequency Percentage - All SPEC JVM98 Benchmarks

loads %38.7

get/putfields %18.27

arithmetic %10.1

stores %8.7

stack manipulation %6.05 

conditional %5.91

constants %4.61

invokevirtual %3.3

returns %1.98

other %2.38
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In the case of the JVM98 benchmarks, it shown that accesses to object fields (memory accesses) and

arithmetic operations execute more frequently than stores. The JVM spends most of its time loading items to

the stack..

To better understand the make-up of these percentages, Figure 2 shows the most frequent 25 instructions

normalized to the most frequently executed instruction. In this chart 100 corresponds to 191.12 * 1006 hits

for the getfield_quick instruction.  It is interesting to note, with the exception of the get/putfield_quick

instructions, that the majority of the top ten instructions are loads.
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4.3  Understanding the Most Frequent Instructions

Java is a strongly typed language, which means that every variable and every expression has a type that is

known at compile time [LY96]. Many instructions are preceded by the variable type: i-integer, l-long, f-f loat

or d-double. Some instructions have _quick versions which shadow the original instruction when referencing

items in the constant pool. If an item is referenced for the first time it must be resolved to check the validity

of the code. Once this is complete, the subsequent instructions are replaced with the _quick version,

bypassing the checking process and improving execution speed. Some instructions also have the _w (wide)

extension. This is necessary when instructions operate on single word (16 bit) and double word wide

indexes.

The question that comes to mind is: What is going on in the original Java source code that causes this high

frequency of instructions in the bytecode? To answer this question lets take a quick look at what each

instruction is doing.

·  getfield/putfield

 These instructions are used to get (retrieve) and put (set) the value of an object field. An object in Java is

made up of a group of fields. Fields can be inherited from a superclass or may be declared in a local class.

A typical example of a getfield_quick operation is:

 

 aload_0 => java.lang.String ; push object in local variable 0

 ; onto the stack

 getfield_quick java.lang.String.count I ; get the value of object field count which is an integer
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 This operation is true if the field reference has been previously resolved. If this is not the case, the

getfield_quick instruction must be preceded by:

 getfield java/lang/String.count

 

 Where the JVM performs checking to assure things like the named field exists in the referenced class, the

method has permission to access the field (i.e., it is not a private field of another class), is of the correct

type, etc..

·  iload, aload

 Load instructions are preceded by the variable type: i-integer, l-long, f-f loat or d-double. The load

instruction may be appended with _n (0 – 3) which denotes the local variable number, else the local variable

must be referenced from the top entry of the stack. Loads may also retrieve an entry from a typed array.

 The above descriptions are also true for the store instruction with the exception that items are removed from

the stack and placed into local variables or arrays.

·  invokevirtual

The invokevirtual instruction is used to invoke or call an instance method. Invokevirtual is used to invoke all

methods except interface methods (which use invokeinterface), static methods (which use invokestatic), and the few

special cases handled by invokespecial [MD97].

4.4 Frequency Results of the individual Benchmark Tests

The individual benchmarks include a category called Load SPEC. This is the overhead associated with

loading SPEC JVM98 which must be factored out each time an individual test is run. Figure 3 shows the

break down of the frequency percentage of the individual benchmarks. The results are as expected from the

overall frequency results. There is some variation between tests.  Table 1 shows the most frequent 25

instructions for each benchmark. The results here are normalized to the most frequent instruction in each

case.
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Figure 3. Most Frequent Instructions For Each Individual Benchmark
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# load spec 202_check 227_mtrt 202_jess 201_
compress

1 aload_0 100 iload 100 aload 100 aload_0 100 Getfield
_quick

100

2 iload 84.5 aload_0 81.4 invokevirtu-
al_quick_w

56.2 iload 89.5 Aload_0 78.0

3 getfield
_quick

59.6 iload_1 59.4 freturn 27.0 getfield
_quick

65.6 Iload_2 37.2

4 iadd 29.8 aload 35.6 iload 26.3 iload_1 37.4 Iload 34.5
5 bipush 28.8 iadd 35.1 areturn 21.9 aload 37.4 Dup 27.6

6 iload_2 28.5 iinc 32.2 aload 20.9 iinc 33.6 Aload 24.0
7 Getfield

_quick_w
27.5 getfield

_quick
29.0 aaload 18.8 aload_1 32.6 Iload_1 20.8

8 Putfield
_quick_w

27.5 iload_2 28.7 aload_1 16.7 iload_2 30.8 Putfield
_quick

20.4

9 iload_1 27.5 caload 27.8 iload_1 15.9 getstatic
_quick

28.2 Iadd 20.2

10 Istore 24.1 aload_2 25.6 iinc 14.1 caload 26.7 Iconst_1 19.0
11 if_cmplt 23.2 iload_3 24.4 dup 13.7 iload_3 25.6 Astore 16.8
12 Iinc 22.0 istore 22.9 if_icmplt 11.3 iadd 24.7 Istore 15.3
13 Aload 21.0 bipush 22.1 iconst_0 9.44 invokevirtu-

al_quick
22.1 Isub 14.6

14 Caload 19.5 if_icmplt 20.7 aload_2 9.09 istore 19.5 Istore_2 14.4
15 aload_1 18.7 aload_1 17.7 iload_3 7.86 sipush 17.4 Baload 12.9
16 Invokevirtu-

ual_quick
17.9 ifne 16.5 iadd 6.38 if_icmplt 17.3 Bipush 12.7

17 Invokevirtu-
a_quick_w

17.9 aload_3 12.7 iconst_1 6.23 if_icmpne 14.9 Iload_3 12.7

18 Ireturn 17.2 if_icmpeq 12.1 astore 6.23 bipush 14.6 Invokevirtu-
al_quick_w

10.5

19 dup 14.5 istore_2 11.9 istore 5.91 aload_3 14.1 Ishl 10.2
20 iload_3 13.3 invokevirtu-

a_quick
11.8 return 5.86 ireturn 13.4 Invokevirtu-

al_quick
10.0

21 aload_3 13.3 if_icmpne 11.8 ireturn 5.75 areturn 13.0 if_cmpne 9.79
22 if_cmpeq 13.2 istore_1 11.2 fcmpl 5.70 iconst_1 11.9 Dup_x1 9.71
23 if_cmpne 12.8 iconst_1 10.8 goto 5.29 aaload 11.4 Bastore 8.61
24 putfield 12.1 irem 10.6 fload 5.19 istore_2 11.2 Iinc 7.31
25 iconst_1 11.8 goto 10.1 ifge 5.02 return 11.1 Ireturn 6.62

Table 1a. Most Frequent Instructions For Each Individual Benchmark
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# load spec 209_db 222_
mpegaudio

228_jack 213_
javac

1 aload_0 100 aload_0 100 iload 100 getfield
_quick

100 iload 100

2 iload 84.5 iload 86.1 faload 75.8 aload_0 98.8 aload_0 67.2

3 getfield
_quick

59.6 getfield
_quick

45.3 aload_0 63.0 putfield
_quick

94.3 iinc 38.8

4 iadd 29.8 iload_1 43.6 getfield
_quick

61.3 dup_x1 91.1 iload_1 33.4

5 bipush 28.8 getfield
quick_w

35.2 bipush 48.1 iconst_0 51.8 getfield
_quick

33.4

6 iload_2 28.5 putfield
_quick_w

35.2 fmul 33.7 dup 50.8 aload 32.8

7 Getfield
_quick_w

27.5 aload 34.0 fadd 32.5 aaload 47.2 caload 30.6

8 Putfield
_quick_w

27.5 iadd 33.6 fload 31.6 ifgt 46.7 iadd 27.2

9 iload_1 27.5 iload_2 22.8 aload 28.9 ifnull 46.4 iload_3 25.0

10 Istore 24.1 iload_3 22.6 aload_1 28.4 isub 44.5 iload_2 23.1
11 if_cmplt 23.2 iinc 22.2 aaload 27.4 getfield

_quick_w
19.8 getfield

_quick_w
19.9

12 Iinc 22.0 bipush 20.3 iadd 25.3 putfield
_quick_w

19.8 petfield
_quick_w

19.9

13 Aload 21.0 istore 19.4 fstore 25.0 iload 17.7 istore 19.6

14 Caload 19.5 caload 18.7 iconst_1 21.4 iload_1 14.7 if_icmplt 18.0
15 aload_1 18.7 if_icmplt 17.6 istore 16.0 aload_1 11.3 aload_1 17.4
16 Invokevirtu-

ual_quick
17.9 aload_1 17.4 aload_2 13.2 iconst_0 9.59 bipush 12.7

17 invokevirtu-
a_quick_w

17.9 invokevirtu-
al_quick_w

15.9 iand 12.7 if_icmplt 9.48 if_icmpne 12.6

18 ireturn 17.2 iconst_1 15.9 if_icmplt 12.4 iadd 8.94 ireturn 12.5
19 dup 14.5 return 12.6 fastore 12.2 aload 8.70 aload_3 12.4
20 iload_3 13.3 dup 11.7 getstatic

_quick
12.1 iload_2 7.88 invokevirtu-

al_quick
12.1

21 aload_3 13.3 ireturn 10.9 iconst_0 11.5 istore 7.28 invokevirtu-
al_quick_w

12.0

22 if_cmpeq 13.2 if_icmpne 10.7 putfield
_quick

11.5 ireturn 7.13 istore_1 9.78

23 if_cmpne 12.8 istore_2 10.6 iconst_3 9.55 invokevirtu-
al_quick

5.75 aload_2 8.98

24 putfield 12.1 if_icmpeq 10.2 iconst_2 9.28 invokevirtu-
al_quick_w

5.73 goto 8.53

25 iconst_1 11.8 baload 10.0 iload_3 9.17 iload_3 5.46 istore_2 8.25

Table 1b.  Most Frequent Instructions For Each Individual Benchmark

4.5 Stack Results – All SPEC JVM98 Benchmarks

Figure 4 shows the results of the stack level tests for all the benchmarks. The number of items on the stack

is shown as a percentage of the overall test. The results of this test are not surprising, but are interesting.
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This shows that the stack contents can be cached ninety eight percent of the time using four machine

registers.

4.6 Stack Results – Individual Benchmarks

Figure 5 shows the results of the stack level test for each individual benchmark. The results show

consistency in the number of items on the stack (except for the 201_compress and the 228_jack

benchmark).  The graph only shows up to six stack items.

4.7 Conditional Instruction Results

The results in Table 2 indicate that at least half of the conditional instructions have a high tendancy to be

either frequently taken or frequently not taken. The instruction frequency results presented above showed

that the if_icmpeq and if_cmpne opcodes were ranked #22 and #23 most frequent.  These instructions also

have a high probabili ty of resulting in taken branches (see Table 2).
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4.7 Conditional Instruction Results

The results in Table 2 indicate that at least half of the conditional instructions have a high tendancy to be

either frequently taken or frequently not taken. The instruction frequency results presented above showed

that the if_icmpeq and if_cmpne opcodes were ranked #22 and #23 most frequent.  These instructions also

have a high probabili ty of resulting in taken branches (see Table 2).

Conditional Instruction % Branch Taken
ifeq 58.6
ifne 90.0
iflt 14.6
ifge 45.4
ifgt 87.7
ifle 26.6
if_icmpeq 70.9
if_icmpne 80.9
if_icmplt 77.6
if_icmpge 47.3
if_icmpgt 53.6
if_icmple 97.7
if_acmpeq 4.6
if_acmpne 70.9
ifnull 95.7*
ifnonnull 73.2

Table 2. Conditional Branch Instructions – All Benchmarks
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4.8 Weighting The Benchmarks

Table 3 shows the total instruction count for each benchmark. This explains why the total results shown in

Figures 1 and 2 closely resemble the results of the 201_compress benchmark, since its weight is 74.8% of

the total.  Also shown in Table 3 is the reference benchmark time supplied in the SPEC JVM98

documentation for a 133MHz Power PC 604 system.  It is obvious that the instruction weighting used here

do not correlate directly to the execution time of the benchmarks. This is because other factors besides

instruction execution time are relevant to the system performance. Some of these factors are:

·  heap size needed to run the benchmark and garbage collection time (dependent on the memory

size allocated for objects).

·  thread synchronization and context switches

·  verification time

Benchmark Total # Of
Instructions

Percentage of
Overall

Benchmark
Time in secs

Load SPEC 430.54 * 10 06 0.33 N/A
200_check 194.43 * 10 06 0.15 N/A
227_mtrt 4.3875 * 10 09 3.38 460
202_jess 1.4213 * 10 09 1.10 380
201_compress 97.032 * 10 09 74.8 1175
209_db 226.27 * 10 06 0.17 505
222_mpegaudio 11.804 * 10 09 9.10 1100
228_jack 13.003 * 10 09 10.02 455
213_javac 1.2281 * 10 09 0.95 425

Table 3.  Instruction counts and execution times for individual benchmarks

The frequency results for all of the benchmarks in Figure 1 show that the JVM spends most of its time

performing loads to the stack. This is to be expected with the JVM since it is a stack-based machine. Field

accesses also play a large part in the percentage of activity. Hence the need for quick instructions to

eliminate redundant code checking. This also appears in Figure 2, as the getfield_quick instruction is the
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most frequent instruction followed by the aload instruction. It is known that the aload-getfield instruction

pair exists frequently and could possibly be optimized into a single instruction. A simple example of how

this could be done is:

Consider the normal instruction pair:

aload_0 => java.lang.String ; push object in local variable 0

; onto the stack

getfield_quick java.lang.String.count I ; get the value of object field count which is an integer

We optimize out the aload with:

aload_0_getfield_quick

To create a single instruction instead or two. It is even possible to ignore the aload_0 if the JVM knows that

the object already resides in a local variable. This may also mean that the JVM will have to do some

shuff ling between local variables (register to register moves).

In Figure 3 we can see that the 201_compress instruction group frequency closely follows the overall

frequency. This issue is due to the number of instructions executed in this benchmark, as shown in Table 2.

The stack level results in Figure 4 show that all the stack items can be kept in four registers approximately

ninety eight percent of the time. The concept here is to cache items in registers to avoid memory accesses.

Since it is shown in Figure 2 that a large portion of the JVM’s time will spent accessing these registers. This

is a first step in understanding the requirements for a specialized processor architecture designed to cache
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the stack contents in registers. This also helpful knowledge for developing an interpretive JVM or JIT on an

existing architecture platform.

5. Summary

As the Internet evolves and becomes increasingly popular, the need for a portable programming language

become increasingly important.  In this paper we have attempted to highlight a number of the characteristics

of the JVM98 benchmark suite.  Many of these characteristics can be used to focus design efforts both in

compilers but in processor architecture.  In the final version of this paper we will report on a broader set of

workload characteristics.  We also plan on modeling different branch prediction policies.

We would like to thank Sun Microsystems for providing the Sun JDK version 1.1.7 source code for this work.
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