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Abstract have been studied in [15, 23]. L1 caches have been studied
Memory elements are the most vulnerable system componenin [2, 25] and subsequently in [4]. In addition, many modern
to soft errors. Since memory elements in cache arrays consume grocessors implement some form of protection sucrias
large fraction of the die in modern microprocessors, the probabil- correction codegECC) on their L2 data arrays [8, 3, 10].
ity of particle strikes in these elements is high and can significantly However, only a few processors provide protection bits for
impact overall processor reliability. Previous work [2] has devel-  heir L2 tag arrays [1, 19, 24], since the extra delay im-

Opeﬁ effective m:atrlcs io aé:curztely tnr’]neasure tthe vulnerr]abmté/ of iosed by ECC computation on tag bits increases cache hit
cache memory elements. based on INese Metrcs, We have deVey,  micq times. As on-chip L2 caches increase in size, the
oped a reliability-performance evaluation framework, which has

been built upon the Simplescalar simulator. S|_ze_of their tag arrays increases prop_ortlonally. Thiswgino

In this work, we focus on the reliability aspects of L1 and L2 W!" |_ncrease the I'kel'hOOd_ _Of errors in the tag arrays and
caches. Specifically, we present algorithms for tag vulnerability Will increase the vulnerability of L2 tag-addresses to soft
computation and investigate and report in detail on the vulnera- €rrors.
bility of data, tag, and status bits in the L2 array. Experiments on  \When using avrite-backpolicy for L2 caches, errors on
SPECIint2K and SPECfp2K benchmarks show that one class Ofer"tag—addresses can have a more serious impact on data in-
ror, replacement error, makes up almost 85% of the total tag vul- yeqrity than errors on the data portion. This is because er-
n_e_rablllty ofa1MB wrlte-ba_ck LZ cachz_e. In addition, the v_ulnera- rors in the data portion can be recovered by time redundancy
bility of L2 tag-addresses significantly increases as the size of the . . .

techniques [13]. But in the case of an error in a tag-address,

memory address space increases. Results show that the L2 tag ar-h d . he block b
ray can be as susceptible as first-level instruction and data cachestl€ MOst recent data written to the block cannot be recov-

(IL1/DL1) to soft errors. ered because the original block address is no longer avail-
able.
1. Introduction In our previous work [2], we studied the vulnerability of

Cache memory is a fundamental component used to enl-1 data caches and proposed mechanisms that improve re-
hance the performance of modern microprocessors. Errordiability by performing refetching. In this work, we extend
in cache memories can be stored back to main memory andhat analysis to explore the vulnerability of L2 caches. In
can easily lead to data integrity issues [12]. particular, we investigate what level of protection is rsece
Soft errors also calledSingle Event UpsetSEU), are  Sary for L2 tag arrays by comparing their vulnerability to

the largest contributors to the vulnerability of memory-sys thatof DL1and IL1 caches. We use the conceptSmiical
tems [16]. Most soft errors are the result of particle ssike Words(CWs) andCritical Time(CT) as our cache reliability

due to the transient nature of the particles, inject charge€ventually consumed by the CPU or committed to memory
into the devices which can alter saved or in-transit values. Py @ write. CT can be eithéRead-CTor Write-CT. Read-
The most common incident particles are neutrons from cos-CT is the interval between the cycle the word is brought into
mic rays and alpha particles from packaging materials. Cur-the cache (or updated) and the cycle it is used by the CPU.
rently, memory cells are the most vulnerable system Compo_Write—CT is the interval from the cycle in which the word is
nents to soft errors [6, 14]. Estimated soft error ratespfty last modified by the CPU to the cycle in which the word is
ical designs such as microprocessors, network processord/ritten back to memory.
and network storage controllers show that sequential ele- If an errorina CW is encountered during its critical time,
ments and unprotected SRAMs account for 49% and 40%this will result in an erroneous value being propagated dbut o
of the overall soft error rate, respectively [14]. the cache. However, if an error occurs during a non-critical
There has been prior research done that studies reli4time, no program failure will result. Thus, the reliabiliby
ability issues and proposes solutions. Processor pigeline the cache system only depends on the correctness of the CW



words. 2.1. Errorsin data, address tags, and status bits

In this paper, we present effective algorithms to com-
pute the vulnerability of both L1 and L2 caches and intro-
duce the issue of the vulnerability of second-level caches

(L2). We provide a breakdown of the vulnerability of data, and status bits, we extend the classification provided in [2]

tag-addrgsses, _and status bits of cache memorles_..We aISQnd [12] and study how these errors individually affect tag
analyze in detail the sources of tag error vulnerability, as reliability;

signing each error to one of three classes: 1) pseudo-hit, 2) There is a tag address associated with every cache line.

multi-hit, and 3) replacement error. The width of the tag is a function of the size of the address

f. _The results_, of aur re}mqusis fcanhbe used to deV?IIOp ef'space, the number of cache lines, and the associativity of
|C|§nt protectlohn mechanisms ozjt ese r‘?emok;y cehs. E)li- the cache. Bit changes in the tag array may cause the fol-
periments on the SPECint2K and SPECfp2K benchmar Slowing types of errors:

show that the vulnerability of L2 tag-addresses signifilgant Pseudo-missThe tag address of a line does not match

grows as the size of the memory address SPpace Increasey,q requested address tag, but the line should have matched.
Our results also show that the L2 tag array is as suscepti- Pseudo-hit: The tag address of a line matches the re-

ble to soft errors as the II‘.llDLl c.aches. . guested address tag, though no match should have been
The rest of this paper is organized as follows: Section 2 found on this entry,

describes the error rate and reliability background; Sec-

tion g_lpresfe(r;ts the algc?c;lthms useo(lj to comg_utg 9:23 VU after the line has been modified, but before it is written back
nerability of data, tag-addresses, and status bits; $etio o next level of memory.

Friﬁ?”ts Olfj_'lr, experm":er.\tal (sjetup; Sectlon 5 ﬁ)rzsentﬁ OUr €~ Multi-hit: The tag address of a line is changed to match
iability profiling results; and Section 6 concludes the pa- another tag address in the same cache set.

per. We model status bits as follows. Status bits typically con-
sist of a valid bit and, in a write-back data cache, a dirty bit

. i For an error that occurs in a dirty bit, when the error mod-
The Soft Error RatgSER) for a device is defined as the jies 5 0 10 a 1, the flip does not affect data integrity. But

err.or rate due to SEUS_' A system’s error rate budget for '®-when a soft error causes a change from 1 to 0 in a dirty bit,
pairable components is commonly expressed in terms Ofyye new value of the line is lost if it is replaced before it is
the Mean-Time-Between-FailurgdITBF) and theMean- re-written.
Time-To-RepaiMTTR); for non-repairable components,  or an error occurring in a valid bit, if the bit changes
Mean-Time-To-Failur¢MTTF) is normally usedFailures- g, 1 16 0, the impact to data integrity depends on the cur-
in-Time (FIT) is another commonly used error rate metric. on state of the line. If the line was clean, there may be a
FIT error rates are inversely proportional to MTBFs if the  gight impact on performance (i.e., an extra cache miss), bu
reliability function obeys the exponential failure law [9]  here will be no data corruption. If the line was dirty, how-
One FIT is equal to one failure in a billion hours. Cur- oer the most recent data written to the line will be lost.
rent predictions show that typical FIT rates for latches and |, vulnerability computation algorithm for status-
SRAM cells (measured at sea level) vary between 0.001-pits e have computed the vulnerability exactly for the
0.01 FIT/it [7, 17, 22]. . . cases described above. Another situation that occurs for
The overall FIT rate of a chip is calculated by adding the \5jiq pits is when an error changes a valid bit from O to 1.
effective FIT rates of all the individual components. The g il change the status of an invalid line to a valid line.

FIT rate of each component is the product ofrsv FIT  his \would corrupt data only if the line is requested by the

rate and its associatetlulnerability Factor The Vulnera-  cpyy pefore it is replaced by another clean line. In our algo-
bility Factor (VF) is defined as the fraction of faults that be- rithm, we over-estimate this vulnerability by the follogin
come errors [15]. Therefore, the FIT rate of the entire sys- equation:

tem can be computed as follows:

In this paper we use th@ritical Words(CWSs) andCrit-
ical Time (CT) definitions we have previously introduced
in [2]. To investigate the impact of errors in address tags

Replacement error: The tag address of a line is changed

2. Background

VulnerabilitystatuslnvalidBit =
FlTcnip = Zraw FlTgiement(i) X V Fgiement(s) (1) (CacheBlocks) x (Percentageo f InvalidBlocks) (3)

I

The reliability of a chip during the periofd, ¢] is defined Our experiments show that this vulnerability constitutes
as the probability that the chip operates correctly threugh €SS than 0.2% of the overall vulnerability. So, consider-

out this period [9]. The reliability of a chip at timecan be ing the relative vulnerability of status bits, our estinoati
computed as follows: method is 99.8% accurate.

., Results that are never re-referenced (results of dynam-

—FITchipXt — o MTTFGnip 2 ically dead instructions [15]) contribute to the vulnetabi

Reliabilitycnip(t) = e



ity only if they are written to the next level of memory. Re-

[ Benchmark | SimPoint | Benchmark | SimPoint |

sglts whlgh are referenced by Qynamlcally-dead instrastio 2110 33.500M | wupwise | 58,500 M
will contribute to the vulnerability. Since our methodojog bzip2-source| 59,300 M swim 600 M
is focused on computing the reliability of the cache and not gce-166 | 10,000 M mgrid 700 M
the entire system, we say a word is vulnerable if it propa- gzip-source | 31,7/00M |  applu 1,900 M
. mcf 97,800 M galgel 315,100 M
gates from the cache to another part of th.e_ system (either to mesa 9.000 M equake 19.500 M
the processor or to the memory). In addition, the vulnera- vpr-place | 6,800 M ammp 213,100 M
bility of silent stores [13] is computed properly: assuming crafty 100 M lucas 3,600 M
no intervening reads, the first store will not contributette t parssr 1,700 M fmasd 29,900 M
g reads, twolf 3,200 M apsi 7,700 M
cache vulnerability.
Table 1. SPEC2000 benchmarks in this paper
2.2. Reliability computation (1M = one million).

If a CT is assigned to every CW, then the cache system

dependability parameters can be computed as follows [2]: ) . . .
sults. In our simulations, we utiliz8imPoin{18], only exe-

cuting a limited number of program instructions rather than

raw FIT per bit x bpw x Y0 | CT; the whole program execution (see Table 1). However, to ac-

FlToache = TT “) count for the vulnerability of those dirty lines that ardlsti
Vul _ bpwx Zf\il CT; 5 in the cache, we flush those lines at the end of simulations.
UiCache = TT ®) Finally, we divide the computed data vulnerability by the

FlTcache = raw FIT per bit x Vulnerability (6) number of simulated cycles according to equation 5.

Our second algorithm computes the vulnerability of tag-
addresses and status bits. As described before in Section 2,
tag vulnerability consists of pseudo-hit vulnerability, i

Note that the metric o ulcaene iS @ dimensionless  hit vulnerability, and replacement vulnerability. We asso
quantity. Expressions 4, 5, and 6 will be used in our experi- Ciate three variables with each block to compute these vul-
ments to evaluate the FIT and the vulnerability of caches. Asherabilities Block FiillTime, BlockMultihitTime, and
the length of CTs increases, the vulnerability of the cache BlockWriteTime).
system increases as well. In other words, the longer thtatcri  To compute the pseudo-hit vulnerability, we compare the
ical data stays in the cache, the greater the probability tha tag of the requested addresay() to all tag addresses in-

(T'T = Total Execution Time, N = Number of CW's,
bpw = Bits per word, Vul = Vulnerability)

an error in the cache will be propagated to the outside. side the target setdg,,) on a miss. Iftag, andtag, dif-
fer by one bit, it means that.g,, was vulnerable between
3. \Wulnerability Estimation Algorithms the timetag,, is brought into the cache and the tirhey,.

In this section, we present effective algorithms to com- is requestediow — Block F'illT'ime(b;]). Block FillTime
pute the vulnerability of data, tag-addresses, and statug€eps the fill time of the block.
bits. In the first algorithm, we describe how to compute ~ To compute the multi-hit vulnerability, on a hit, we com-
the vulnerability of data RAMs. We associate one variable pare the requested tag:(,) to all tag addresses inside the
(AccessTime) with each word in the cachelccessTime target set#ags,) excluding the target block. If there is ex-
is reset on a FILL or WRITE HIT event. On a READ actly one bit difference betweefg, andtags,, it means
HIT, we first update the total vulnerable time and then re- that tag,, was vulnerable between its fetch time and the
setAccessTime. time tag, is requestedrow — BlockMultihitTimel[b;)).

We then multiply the length of the vulnerable interval To avoid double counting of the multi-hit vulnerability,
by the word size in bitsi(s). In case of a line REPLACE- we associateBlockMultihitTime[b;] with each block.
MENT or line FLUSH for writeback caches, we add the Initially, we set BlockMultihitTime[b;] to the fill time.
vulnerable time of words if the line is dirty. No action is Thereafter, during every time interval we update the multi-
needed when we do line REPLACEMENT or line FLUSH hit vulnerability, and we reseBlock MultihitTimel[b;] to
for a writethru cache, since there are no dirty lines in the the current cyclerfow).
cache. To compute the replacement vulnerability, we associate

To efficiently simulate the vulnerability of the memory one variable with each blockBlockW riteTime). This
system while running real applications, we utilize recent variable is set if this is the first write to the block. On a re-
advances in simulation technlogy that utilize represarat  placement or flush of block, we calculate the total time
program samples. This can allow us to reduce our simula-the block was dirty, and add that to the replacement vul-
tion time, without any significant loss in accuracy in our re- nerability (row — BlockWriteT'imelr]). To compute the



Config. Parameter

| Value

Processor

Functional Units

4 integer ALUs, 4 FP ALUs
1 integer multiplier/divider
1 FP multiplier/divider

LSQ Size / RUU Size

8 Instructions / 16 Instructions

Fetch / Decode

4/ 4 instructions/cycle

Issue / Commit Width

4/ 4 instructions/cycle

Fetch Queue Size

4 instructions

Cycle Time

1ns

Cache a

nd Memory Hierarchy

L1 Instruction Cache

64KB, 1-way, 64 byte lines

b

(IL1) 1 cycle latency, 18Kbit tag array
L1 Data Cache 64KB, 4-way, 64 byte lines
(BL1) Write-thru, no allocate on write miss
1 cycle latency, 20Kbit tag array
L2 1MB unified, 8-way, 128 byte lines
6 cycle latency, write-back
Memory 100 cycle latency
Branch Logic
Predictor Combined, bimodal 2KB table
2-level 1KB table, 8 bit history
BTB 512 entry, 4-way

Mis-prediction Penalty

3 cycles

Table 2. Default configuration parameters
used in our simulations.

| Processor | DL1 [ L1 ] L2 |
Pentium 1V [8] 8K/16K 8K/16K | 256K/512K/1M
POWERA4 [3] 64K/128K 64K 1.41M
POWERS [10] 96K* 96K* 1.875M
AMD Athlon64 [1] 64K 64K 1M
Itanium?2 [19 16K 16K 256K
IBM 390 [20] 256K 256K 4M

Table 3. Survey of some cache organizations
in current microprocessors ( *: per core).

data vulnerability constitutes more than 95% of the to-
tal L2 vulnerability. As an example, the reliability of an
unprotected L2 cache when the target applicatiogde
(vulnerability,.. = 6 x 10°) for a 6-month execution can
be computed as follows (assume the raw error rate is 0.005
FIT/bit, which is a typical error rate at sea level [7, 17,)22]

FITry = 0.005FITy; x 6 x 105 = 30,000FIT

Reliabilityr, = e~4320%30,000x107% — ) g8

This level of reliability is not acceptable for critical ap-
plications, so current processors utilize ECC to proteet th
data portion of memory. L2 data arrays are protected in all
current high-performance processors [1, 8, 3, 10, 19, 24]

status-bit vulnerability, we compute the interval timettha Since ECC protection reduces the effective vulnerabil-
replacement vulnerability matters. As described befoee, w ity of the L2 data array to zero, the primary source of L2
flush the cache at the end of the simulation period to ac-vulnerability is the tag array. Figure 2 shows the vulndrabi
count for the vulnerability of dirty lines still in the cache ity of tag addresses versus total IL1 and DL1 (data, tag, and
Finally, we divide the computed vulnerabilities by the num- status) vulnerability. As demonstrated in this figure, tf2e L
ber of simulated cyclesI{otal SimulationCycle) accord-  tag vulnerability is on the order of IL1 and DL1 vulnera-
ing to equation 5. bility, and is greater than the IL1 and DL1 vulnerability for
half of the benchmarkdgip, gcc, mcf, vpr, swim, mgrid, ap-
plu, galgel, ammpandlucas.

For these experiments, we used #ia-outordemproces- The results also show that the instruction cache vulnera-
sor simulator provided iSimpleScalar 3.(5]. To evaluate bility is twice the data cache vulnerability on average.sThi
the reliability of DL1, IL1, and L2 caches, we have extended is for two major reasons. First, there are twice as many ac-
the SimpleScalar source code to integrate our reliabiity e cesses to the IL1 than to the DL1 on average. This leads to
timation method. Our evaluation uses the SPECint2K anda greater fraction of critical words resident in the IL1, and
SPECp2K benchmark suite [21] compiled for the Alpha a corresponding increase in IL1 vulnerability. Secondiethe
ISA [11]. We utilize the SimPoint early simulation points in  are no writes to the IL1. Writes change any preceding res-
all of our results [18], as shown in Table 1. idence time of a word to non-critical for future reads (they

The default system parameters (cache size, associativity;reset” the beginning of the critical period). This has tfie e
etc.) are detailed in Table 2, and were chosen to be reprefect of lowering the DL1 vulnerability compared to the IL1.
sentative of modern state-of-the-art processors. Theecach Note that this conclusion would be different for a write-bac
configuration of a sample of current high-performance pro- DL1: [2] shows that a 64KB write-back data cache has 8
cessors has been shown in Table 3. As can be seen in Taimes the vulnerability of a 64KB write-thru cache.
ble 3, the typical size of the first-level data and instructio To further investigate the vulnerability of L2 tag-
caches (DL1 and IL1) and the typical size of the second- addresses, we have profiled the L2 tag vulnerability in
level caches (L2) in current high-performance processorsterms of pseudo-hit vulnerability, replacement vulnerabi
are on the order of 64KB and 1MB, respectively. ity, multi-hit vulnerability, and status vulnerability. #\have

- computed these vulnerability values according to the al-
5. Reliability Profiling Results gorithms given in Section 3. Figure 3 shows that replace-

Figure 1 shows the L2 vulnerability profiling for twenty ment vulnerability makes up almost 85% of the total tag

SPEC2000 benchmark programs. Our work shows that thevulnerability. This is due to the fact that tag-addresses be

4. Experimental Setup
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Figure 2. Comparison of L2 Tag Vulnerability with IL1 and DL1 Vulnerability.

come more susceptible once the first write occurs in the6. Conclusions
block and remain susceptible to SEUs until the block is re-

placed or flushed to lower levels of memory. ) _
. . _ This paper has presented new algorithms for calculat-
We have also explored the impact of increasing the mem-jn g cache vulnerability along with a complete modeling

ory address space on the vulnerability of tag-addressgs. Fi ahodology that captures the different types of possible
ure 4 shows the relationship between the size of the memoryg ¢t orrors that can occur in the cache hierarchy. We have
address space and the vulnerability of tag-addresses.ms cay, it our reliability models on top of the SimpleScalar

be seen in this figure, the cache tag array of a 48-bit meM-t.y a\vork, in order to be able to assess reliability and per-
ory address is almost 80% more susceptible to soft errors;y. .4 nce in the same infrastructure.

than the tag array of a 32-bit memory address. As an exam-

pIe, the tag vulnerability for a 48-bit memory address when We have presented a detailed re||ab|||ty pr0f|||ng ap-
runninggccincreases td.8 x 10°. The reduction inrelia-  proach for assessing both level-1 and level-2 data caches
bility for a 2-year period can be computed as follows (as- (data bits and tag bits) using SPEC2K benchmark suite. Our
suming a raw error rate of 0.05 FIT/bit at a very high alti- experimental data shows that although the vulnerability of
tude city (like Leadville, CO) which has 10x higher cosmic the tag addresses in the L2 caches is far less than that of
ray flux than sea level [26]): data bits, L2 tag vulnerability is comparable with the vul-

FITLQM%%M = 0-05F1Tbit X 9 x 104 = 4, 500FIT

. _ -9
Reliabilityra,,,,, = e 17532x4:500x107% — ( 92

FIT 0950, = 0.05FITy; x 1.8 x 105 = 9,000F IT

-9
— 6—17,532><9,000><10 =0.85

Reliabilityro,q,.

The reliability decreases from 0.92 to 0.85 when increas-
ing the address size from 32 to 48 bits.

nerability of L1 data and instruction caches. L2 data bits
are normally protected by ECC whereas L2 tag bits are
left unprotected in most architectures. Experiments on the
SPECIint2K and SPECfp2K benchmarks show that dirty-
line writeback errors make up 85% of the total tag vulner-

ability of a 1MB write-back L2 cache. These results con-

firm that effective protection schemes are required for L2
tag bits.
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