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Problem One: Transmission Capacity

Shannon determined the maximum theoretical information rate for any band-limited channel with additive noise. One objective in ‘physical-layer’ design is to come as close as possible to these limitations without making the system too costly---service providers must always consider the potential competitive advantage and its impact on earnings and stock price
1. Consider a transmission line with a bandwidth of 2 MHz; if the signal-to-noise ratio at the receiver is 30 dB: What is the maximum theoretical data rate that can be supported?

This is a simple application of Shannon’s Law: C = H log2(1 + S/N). Since the signal-noise-ratio is given in dB you must first find the SNR without dB.

SNR (dB)
= 10 log10(S/N)

30 dB

= 10 log10(S/N)

3 = log10(S/N)

10 3

= (S/N)


= 1000

C

= 2 MHz  log2(1 + 1000)



= 2 log2(1001)



= 2 (ln (1001)/ln(2))
= 19.93 MHz

That is approximately 20 MHz; my guess is that this represents a form of twisted pair wiring with a fair amount of noise; perhaps a local-loop application (your house to the local telephone office). It could also be an application of a coaxial cable (typically capable of carrying vary wide bandwidth signals with little impact from noise) that involves a very long cable without a repeater (or amplifier).

 Before the advent of fiber optic technology the only technologies we could use to communicate overseas were underwater cable or RF (either short-wave that would bounce off the atmosphere several times before reaching a random destination or a little more recently microwave transmission to satellites that could relay a signal (repeat)---possibly over multiple satellite hops and then send it back down to earth. Satellite communication was far more reliable than other RF, but suffers from lengthy propagation delay. Early transoceanic cables had the problem of being very expensive for the amount of data they could support---they also had limited capacity and moderate propagation delays (not comparable to satellites).  One can imagine the costs of installation and maintenance associated with cables that run under the Atlantic or Pacific Oceans!! RF is a very desirable alternative. Its feasibility has increased with the web of (LEO) low earth orbit satellites that are less expensive and smaller two-way propagation delay (the distance from earth-based transceiver to satellite is small in comparison to geo-stationary satellites that orbit at 25,000 miles . Capacity can be increased using diversity (a number of satellites can be accessed from any given point on the earth) and alternate multiple hop paths (a signal could be switched and transmitted from one satellite to another prior to accessing the downlink back to the earth-based receiver.

2. Practical modems designed for use over household local-loop connections (one twisted-pair for send and one for receive along with –48 V (dc) for ringing and power supply) are generally designed for operation at 9600 baud (symbols-per-second).  Briefly describe the general method used to achieve bit-rates that approach the Shannon capacity limitations?  

[image: image1.wmf]Reaching the Shannon capacity limit becomes a very difficult problem with simple modulation schemes that transfer only one-bit-per-symbol.  Practical receivers are too difficult to design and build at a competitive price. Hence, the idea of transferring multiple bits-per-symbol is the de-facto method for designing high-speed modems. By combining modulation schemes, e.g. ASK and FSK and using more than two “levels” (as in OOK), e.g. several amplitude and frequency combinations it becomes possible to “define” a constellation of symbols---the symbol rate remains unchanged, e.g. 9600 symbols-per-second, but the receiver interprets a given symbol as a sequence of bits. 

Consider the hypothetical example shown in the modem constellation. There are M=4 amplitudes and P=4 distinct phases in the diagram.  Hence amplitude and phase-shifts are used together yielding a form of QAM-or-Quadrature-Amplutude-Modulation. Each is considered to be a “symbol” versus a bit. Here a hypothetical assignment of bits strings to each symbol is depicted showing the 16 (M x P) combinations. The baud rate is equivalent to the symbol rate. For a modem a carrier wave would be generated at a given frequency f yielding an effective bit rate = baud rate x bits-per-symbol = 9600 x 4 = 34400 bps.  Note that the assignment of bit sequences to symbols is ‘arbitrary’.  If something regarding the statistics of bit patters were known a priori then corresponding symbols would be distributed accordingly; i.e. if the most common bit patter was known to be 00000001 then a good design would ‘separate’ the symbols such that a large amplitude and/or phase shift would occur to generate to two symbols. An example follows: Let the QAM-16 constellation consist of four uniform amplitudes: V, 2V, 3V and 4V.  Note that the negative amplitudes are equivalent to the their positive counterpart with a 180 degree phases are divided uniformly from 0 to 7П/4 radians. As such, the repeating bit pattern 00000001 might well be given by the repeating symbol pattern: (+V, 0 rad), (+3V, П rad). In the diagram these correspond to the symbol for the bit patterns for ‘0000’ and ‘0001’, which is a coincidence (not achieved by design). 

A more robust modulation scheme may adapt phase and/or amplitude shifts as the ‘symbol’. Fixed, progressive or adaptive schemes are possible. Since changes are easier to detect than fixed values and large changes are more robust that small ones a fundamental design goal is achieved. If a fixed scheme were adapted then students should be able to determine maximum bit rates by noting that certain phase and amplitude shifts are the same. For example the transition from (+V,П) to (+V,-П) is equivalent to (+V, 0) to (-V, 0). For this reason it is a good strategy to ensure that equivalent angular shifts require an amplitude variation, and amplitude changes that are equivalent to certain phase changes include a phase change. The shortcoming of any such modulation/coding schemes is required fixed points of reference and quality of detection depends upon the statistical relationships embedded in the bits patters and related to the required symbol sequences.  

Progressive modulation coding schemes enable the designed ignore reference points and focus only on changes in both the modulated and un-modulated signal.  Specifically, the symbol is a function of the relative transition rather than absolute phase and amplitude. Care must again be used to avoid ambiguity in the changes.  Pattern statistics can also be applied to progressive modulation codes by mapping the symbols to phase changes conditioned on the last symbol. Each symbol is now a triad of the current symbol (or even a run of symbols) coupled with an amplitude, phase (and possibly frequency) shift.  Although these schemes seem to become complex; their advantages can be enormous and include data compression and/or error correcting codes at the physical layer!  Modern DSP technology has made these advances feasible from an engineering standpoint.

Although progressive coding does not required a common or fixed reference, an optimal scheme requires statistical knowledge of bit/and/or symbol sequences.  Rather than building this into the design via a-priori knowledge,  adaptive modulation/coding schemes can achieve much of the advantage of the progressive techniques without requiring significant a-priori knowledge. By making the current mapping a function of past mappings the number of bits per symbols changes dynamically it is possible to achieve adaptive compression. Moreover, ‘memory’ of past events can also be used to continuously re-map to coding progression based on current patterns. Hence, overall average distance between symbols can be improved without loss of data rate

3. Consider problem (2) above: Can you identify a fundamental design goal inherent to the method you have identified? Hint---Think about the following in answering this question: 

Bit errors are often based upon ‘ambiguity’ in the received signal. The receiver cannot correctly detect or estimate the true value of a received ‘symbol.’ Noise and limited channel bandwidth are two factors that make the process stochastic versus deterministic. The method you described in (2) cannot involve increasing the channel bandwidth or decreases the amount of additive white noise.

The problem is that due to signal distortion one symbol could become mistaken for another symbol at the receiver, thus leading to bit-errors. The goal is to make the probability of mistaking any transmitted symbol for a different received symbol as low as possible. To achieve this goal t he “distance” between symbols is made as large as practically possible to prevent one symbol from being changed to another during transmission on the channel based on factors that include SNR, type of media, specific spectrum, etc..  A simple example is that a large enough difference in amplitudes or frequencies must be utilized. The scheme could also combine specific frequencies and amplitudes such that only a subset of used amplitudes can be associated with a given frequency. Moreover, only a subset of the symbols may be feasible, or may be used in “sequence”, namely, the modem constellation may have more symbols than are actually utilized or the scheme may be adaptive in that the encoding of symbols is dependent on history or on the pattern of bits that are observed. Such coding schemes are differential in that they depend on changes rather than on absolute values. They are effective because they can be used adaptively to continuously make the distance between successive symbols are large as possible. That is, they choose symbol sequences such that it is very difficult to misinterpret the relative change at the receiver.

4. Consider a 20 KHz signal using 8-PSK (eight phase shift values) modulation. What are the corresponding baud rates and bit rates? 
There are eight possible symbols. If all are used then they can encode 3-bits-per-symbol: 000 – 111 (0-7).  The baud rate is therefore 20 KHz and the bit rate is 60 kbps.
5. A QAM-constellation diagram consists of 64 phase and amplitude variations. Assuming the bit-rate is 48 Mbps what is the corresponding symbol rate?

The first thing is to determine how many bits are required for a 64-symbol constellation. The answer is log2 64 = 6. Hence, for each symbol (amplitude-phase pair) there is a corresponding 6-bit pattern.

The symbol rate (aka baud rate) is found by dividing the bit-rate by the number of bits-per-symbol: (48 Mb/sec)/(6 bits/symbol) = 8000 symbols/sec = 8 kilo-baud!

Problem Two: Digital Transmission

The following problems and questions are related to the transmission of baseband (unmodulated) digital signals. Note: It is preferred that the sketches of signals be produced electronically using matlab, plotting or drawing software (whatever is easiest for you).

1. Identify three critical issues that engineers must consider and make tradeoffs with in matching digital line codes (signals) with transmission media and application?  Stated another way: Given a “digital” channel with a limited bandwidth for signal transmission and applications that could be LAN, WAN or short distance point-to-point (e.g. DTE/DCE interfaces) what are the three primary properties that determine the suitability of the signal for the characteristics of the media?

The question is related to the properties of digital “baseband” signals. Whereas, modulation of an analog carrier is required to transmit digital information on an inherently analog channel, digital channels are designed to directly carry pulse-type waveforms that have defined discrete values.

· Bandwidth characteristics 

· Capacity of the media/channel

· Bandwidth required by the signal

· DC content

· Amount of DC that builds up in the signal given best, worst and average cases of signal patterns.

· Effect and cost of DC in the environment: e.g. practical systems often require AC coupling or their response can be delayed due to transients cause by DC (for example due to charge build up in the capacitance). Furthermore DC can be a hazard to the environment and humans, and requires more cable maintenance and wastes power---no information is transmitted at DC (zero symbols per second)!!

· Synchronization properties and requirements

· Relationship between the transmitter and the receiver and the quality/rates of their respective clocks (synchronous or asynchronous); distributed multiple access systems require resynchronization for each transmission (e.g. on a LAN each frame is preceded by a preamble that enables each receiver to clock to the specific transmission…” 01010101….010101011” the double ones at the end indicate that the next symbol will be the first of the frame---thus bit and frame level synchronization are achieved.).

· Distance, noise and data rate and their impact on timing recovery.

· Point-to-point data links can be designed to maintain continuous timing between the sender and receiver in each direction using a constant flow of NULL data when the line is idle. If data is transmitted than special symbols or characters that contain frequent transitions can be used (at the expense of more bandwidth); if the application involves ‘silent periods’ coding solutions are required to ensure a certain density of transitions and maximum number of symbol periods without transitions.

2. Neatly sketch the (in the same time scale) the bit sequence “1011010010” based on the following digital line codes (assume ideal pulses):

a. Bipolar NRZ (assume the signal starts at zero; represent a logical ‘1’ by a voltage of +A and a logical ‘0’ by a voltage of –A).
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b. Non-polar RZ (assume the signal starts at zero; represent a logical ‘1’ by a voltage of +A and a duty cycle of 50%).

             
[image: image2.wmf]
c. Differential Manchester (assume the signal at time 0- is at +A volts).

            
[image: image3.wmf]
d. Bipolar RZ with B8ZS (Binary-8-Zero-Suppression): also referred to as AMI (Alternate Mark Inversion)

3. For each of the signal line codes in (2) identify their main properties based on (1) and what environment/application they seem best suited for.

a. Bipolar NRZ is best suited for short interconnection of computer devices and peripherals at low to moderate speeds; assuming a uniform distribution of 0’s and 1’s the long term DC component will approach zero. However, long strings of either 0’s or 1’s will lead to DC buildup and poor timing characteristics. Optimal timing recovery requires continuous a 101010… sequence; however very little information can be recovered from an unchanged sequence. 

4. Identify the five (5) most important signal impairments that affect a digital channel. Using a simple pulse train (101010) and NRZ signal carefully draw the ideal signal, the signal as it would appear given each impairment (one at a time) and the combined effects of all the impairments.

5. Unshielded Twisted-Pair (UTP) copper wire is the most common for of premises cabling and is also the most commonly used wire for residential local loops.  Identify the two main characteristics that determine limitations of the cable with respect to digital transmission.  Explain how and why changing these characteristics affects the digital transmission.
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Problem Three: Signal Analysis

Consider the periodic digital pulse train depicted in the figure above. By centering the pulse stream around t=0 in time the signal displays even symmetry over all time, thus, only odd harmonics will be non-zero in the Fourier Series expansion.  Let T represent the period of the signal f(t); the value of f(t) over a single period –T/2 < t < +T/2  is given in the following:

f(t) 
= +A

-T/4 < t < +T/4


= - A

-T/2 < t < - T/4 , +T/4 < t < +T/2
1. By observation it is easy to see that the d.c. component of the signal f(t) is zero. Confirm this result by average the average value of the signal (in the time domain) over one period.

2. Using the sinusoidal formulation determine the values of the coefficients of the Fourier Series: an , n = 1, 3, 5, 7, …

3. Draw the frequency line spectrum: Include the following harmonics: 1 (the fundamental), 3, 5, 7 and 9 and show the spectral envelope. 

4. Transmission media often filter high harmonics leading the frequency distortion.  Draw the effective time domain signal given a media that passes only the fundamental and the 3rd harmonic.

5. Assume the signal f(t) is a baseband digital signal using Differential Manchester encoding. What is the corresponding bit stream?

6. What is the required channel bandwidth for a 10 Mbps Differential Manchester encoded signal given the assumptions of (4) and bit-stream of (5)?

7. Repeat (6), but assume the bit stream is ‘00000….’. Assuming that bit values are uniformly distributed between 0 and 1 what is the average bandwidth of the signal (again assuming only the fundamental and 3rd harmonic are in the passband?

Problem Four: Digital Voice
In this problem we consider time-division-multiplexing of standard 8-bit PCM voice.

1. Assume that an analog voice signal is filtered such that the maximum frequency component is 4000 Hz. According to Nyquist at what minimum rate must this signal be sampled to avoid aliasing?

8000 samples-per-second, or two times that rate of the maximum frequency component of the signal is sufficient to unambiguously determine a sinusoid (or complex exponential). Convince yourself of this by looking at constant period samples and drawing a sinusoidal envelope by interpolating between the samples. For ALL sinusoids with periods less great than or equal to the period of the samples there will be one-and-only-one possible match. If the period of the sinusoid is less than the sampling period aliasing will results and there will be an infinite number if sinusoids that could match the PAM wave! Try it and see for yourself!!

2. Assuming that our analog voice signal is sampled at the Nyquist rate and then encoded using 8-bits-per-sample:

a. What is the resulting data rate?





4000 Hz x 2 = 8000 Samples/sec

8 bits-per-sample x 8000 samples-per-sec = 64,000 bps(or 64 Kbps PCM)

b. How does this process introduce noise into the signal?


As quantization noise at the encoding step; this is the difference (constructive or destructive) between the continuous amplitude of the PAM wave and the discrete set of encoding levels.
c. How are the effects of that noise reduced?

Linear encoding provides a uniform scale to map the amplitudes of the PAM wave into. However, most of the energy in a typical telephone voice signal is concentrated in the lower amplitude portion of the signal. Furthermore, louder sounds tend to be clipped by the response of the handset transducer and speaker, hence, the signal is already far noisier from other factors before it is even sampled!  The solution is to utilize non-linear encoding that overemphasizes the small signals (for improved granularity when encoding) and de-emphasized large signals (for less granularity when encoding).  The scheme is implemented through a procedure known as companding. Large signals are compressed, whereas large signal are compressed prior to encodoing. Greater error in the high level signals are tolerated to reduce noise associated with smaller signals. The effect is a reduction in the SNR (small signals are more sensitive to same noise). However, the effects are even better because large signals are rare events, and, other sources of noise are likely to dominate to noise profile anyway. 

3. A Channel-Bank is a device that takes 24 two-wire analog voice channels (4000 Hz each) and outputs a time division multiplexed signal referred to as a DS1 that is transmitted over a four-wire T1 channel at a rate of 
1.544 Mbps using AMI encoding.

a. Derive why the bit rate of a T1 channel is 1.544 Mbps?

There are 24 channels (assuming voice) that are running at 64 kbps; in a single frame the contribution of each channel is 8-bits, or one sample. The frame must repeat fast enough to get the next sample from every channel---it is thus fixed at 125 micro-seconds. Given 24 channels and 8 bit samples there are 24 x 8 bit s = 192 bits in every frame. However, considering that the sender and receiver must find frame-level synchronization in order to correctly ‘demulitiplex’ the signal something needs to be done to establish and maintain frame synch. A special framing bit (the ‘F’ bit) is added to each frame that follows a special a-priori pattern (in the earliest versions of T1 it was simply “01010101010101….”. The receiver must locate the bit the follows this pattern with a low probability of it being “random”. The resulting frame length is 192 + 1 = 193 bits. Note the frame period must remain at 125 micro seconds to keep up with the 24 input channels. Hence, the T1 rate is 193 bits/ 125 μs = 1.544 Mbps
. The maximum ‘data’ rate is 192/125 = 1.536 Mbps for voice. 

Data transmission may have even less available bandwidth due to the use in the network of certain bits to carry ‘in-band’ signaling information (on-hook, off-hook, dial-tone, etc.) or to provide information between multiplexing regarding special frame structures (e.g. flexible framing allows difference data rates for different channels. This is the same as saying the time-slots have different numbers of bits---the total number of bits must always come to 192 (193 with framing bit) and the time slots must always be 125 micro seconds! Be sure you understand this relationship.

b. What is a PAM wave/signal and what is its role in the digitization of voice?

The PAM wave is simply the sequence of evenly spaced sample pulses associated with a  4000 Hz band-limited analog (voice) input. Each PAM pulse is continuous in amplitude as it corresponds to the precise amplitude of the source signal at the sampling time. Each PAM pulse is separated by 125 μs. In order to digitize the signal each pulse is encoded into a sequence of bits that represent its amplitude. Thus, on reception the PAM wave can be reconstructed. Conversion to a 4000 Hz signal is simply a matter of passing the PAM waveform through a low pass filter. 

c. Most practical Channel-Banks multiplex the companded PAM wave prior to quantization and encoding. Explain the benefit of this design?

A composite PAM wave is simple to build by multiplying the clock signal (at 1.536 MHz) by the band-limited source signal. The clock signal is made of narrow pulses (approaching an impulse). The purpose of this design is to use a single sampler, quantizer and encoder for the entire multiplexor. The resulting PAM pulses are very narrow to enable all 24 to fit within the 125 micro second period.

4. Consider the PAM waveforms for individual voice channels in a Channel-Bank (3): the clock pulses used to sample analog signal must have a very small duty-cycle in order to keep the PAM pulses narrow.

a. Identify two reasons for wanting narrow PAM pulses?

· Narrow PAM pulses enable multiplexing of the PAM wave (see (3))
· If the pulse is too wide there will be variation in its amplitude without a special sample/hold circuit. This can cause a problem in deciding the appropriate quantization level to choose---initial amplitude, maximum amplitude or average amplitude? The narrower the pulse to more uniform its amplitude will be.
b. Assume the duty cycle of a PAM wave generated from sampling a 4000 Hz voice signal is 1/24.  Show that the bandwidth required to directly transmit the PAM signal is at least 192 kHz!

In this problem we are looking at a single channel from the composite PAM wave without any spacing between channels. The width of each PAM pulse is determined as follows:

Sample rate = 4000 x 2 = 8000 samples/sec --- period 125 μs

Pulse width base on the given duty cycle is 125 μs/ 24 = 5.21 μs.

An NRZ pulse train (regardless of amplitude) which requires less BW than RZ or Manchester encoding requires 1/5.21 μs = 192,000 Hz = 192 kHz to pass only a single frequency component (sinusoid). As such, based on the given assumptions the bandwidth required to transmit to un-encoded PAM waveform must be at least 192 kHz!
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� In data communications kilo = 1,000 and mega = 1,000,000 versus the common use in computer science of ‘k’ being associated with 1024 (210) etc.. Be careful not to make mistakes with this (.
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